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Abstract. The use of heterogeneous architectures has become indispensable in optimizing application performance. Nowadays, one of the
most popular heterogeneous architectures is discrete CPU+GPU. Despite the high computational power present in such architectures, in
many cases, memory data transfers between CPU and GPU are significant performance bottlenecks. As an attempt to mitigate performance
costs involved in data transfers, chipmakers started to integrate CPU and
GPU cores in the same fabric sharing the same main memory but with
different memory address spaces in architectures denominated APUs
(Accelerated Processing Unit). To efficiently exploit heterogeneous CPU+
GPU architectures it is needed to split the data so that both processing units (PUs) can perform the computations in parallel. Although this
approach results in significant performance improvements, some applications can also be functionality split, as is the case of the LatticeBoltzmann Method (LBM). In this work, we evaluate the performance of
each kernel resulting from the functional decomposition of an OpenCL
Lattice-Boltzmann method implementation using non-uniform domain
decomposition between CPU and GPU on an APU to better understand
the performance impact of different non-uniform domain decompositions
between CPU and GPU on each kernel. The experimental results performed on an AMD APU A10-7870K show that uniform domain decompositions between each kernel on the same PU but non-uniform domain
decompositions between CPU and GPU affect each kernel differently.
These results suggest that non-uniform domain decompositions between
each kernel on the same PU and not only between the different PUs can
improve even more the performance of the application.
Keywords: Lattice-Boltzmann Method · LBM · Heterogeneous Architectures · APU · OpenCL.
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Introduction

Graphics Processing Units (GPUs) are currently crucial components to accelerate large-scale applications from science to industry in different areas. Such
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applications usually require large computational power to be performed in a
computationally acceptable time, and the use of GPUs to accelerate large-scale
applications partially fulfills this need. As the computations performed by this
kind of applications are usually highly parallel and applied to a wide range of
data, they can take full advantage of the computational power present in GPUs.
However, not all stages of large-scale applications are suitable to be performed
by GPUs. In some stages of the applications there may be data dependencies or
even weak parallelism preventing the full exploitation of processing capabilities
exposed by GPUs. Although these stages do not benefit from the high parallelism
of GPUs, they usually can be efficiently processed by CPUs which are often only
used to orchestrate the GPUs, remaining idle during most of the application
execution time in common CPU+GPU heterogeneous computing platforms.
While on the one hand the concurrent use of CPUs and GPUs makes it
possible to achieve significantly performance improvements in large-scale applications compared to the use of GPUs only, the biggest performance bottleneck
in these systems are the memory transfers between CPU and GPU. As GPUs
are normally connected to the CPU through PCIe connections, the transfer of
data to and from GPUs are highly costly and impact significantly the performance of applications. To try to mitigate this overhead, chip makers began to
incorporate CPU and GPU Processing Units (PUs) in the same chip so that
both could share the same memory space in the system and, therefore, no longer
need copies of data between CPU and GPU. These heterogeneous computing
platforms composed of CPU cores and GPU cores integrated in the same chip
are called Accelerated Processing Units (APUs).
One of the keynote steps in the parallelization of applications to make it
possible to take full advantage of the parallelism present in most CPU+GPU
heterogeneous computing platforms are the domain and functional decomposition steps. While the domain decomposition step consists in the partitioning of
the data manipulated by the application in smaller pieces called subdomains,
functional decomposition step consists in the partitioning of the computations
performed by the application in smaller pieces. Both decomposition techniques
are widely used, however, domain decomposition is the most commonly used
strategy to parallelize applications.
Lattice-Boltzmann Method (LBM) is a numerical method for fluid flow simulations and fluid physics modeling. It is frequently adopted as an alternative
technique for computational simulations of fluid dynamics instead of using discrete Navier-Stokes equations solvers or other conventional numerical schemes.
As there are some well defined computations that are performed over a large
amount of data, both functional and domain decompositions can be used to parallelize the method. However, as the different stages of the computations have
different complexities the performance of each stage resulting from the functional
decomposition can achieve different performances on each PU. Therefore, an uniform domain decomposition may not exploit to the maximum the performance
of each stage in the respective PU in which it has the best performance.
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Therefore, the objectives of this paper are to evaluate the performance of
each stage resulting from the functional decomposition in combination with different non-uniform domain decompositions of the LBM in an APU. Moreover,
we also intend to evaluate the performance of the method using functional decomposition combined with domain decomposition and allocating the data used
by the method in two different ways: on the host-visible memory space; and in
device’s memory space.

2

Related Work

Performance improvements of Lattice Boltzmann method parallelization in a
wide range of architectures are constantly being studied due to its intrinsic high
parallelism [12,7,6,14,1]. Most parallel implementations in CPU+GPU heterogeneous computing platforms decompose the LBM domain in uniform subdomains
that are then computed by either the CPU or the GPU. [4] present a multiphase
flow implementation of the LBM where the mass transport phase is performed in
the CPU and the momentum transport phase is performed in the GPU. In this
work the domain is decomposed in uniform subdomains that are processed by
the CPU and the GPU. The results of the experiments show that the heterogeneous CPU-GPU approach outperforms the GPU-only approach approximately
1.8 times and 3 times the multicore CPU-only approach. [3] present a LBM
implementation for heterogeneous CPU-GPU clusters in which the domain is
decomposed in uniform subdomains that are distributed between the CPUs and
GPUs of a cluster. The results of the experiments show that the implementation
has a significant performance efficiency in weak scaling, but in strong scaling
using multiple GPUs it is significantly less efficient than running CPU-only implementation. Already [13] present a heterogeneous CPU-GPU LBM implementation with mesh refinement and using two different meshes: multi-domain and
irregular. In multi-domain mesh the CPU and GPU process concurrently two independent tasks in each step and in irregular mesh the CPU processes a smaller
subdomain while the GPU processes a greater subdomain. The results show
that the performance of the irregular implementation outperforms the multidomain implementation, especially in problems with large refined regions, about
4.5 times faster.
However, some studies achieved significant performance improvements with
balanced data distributions between the CPU and the GPU using uniform or
even non-uniform subdomains. [15] implemented an entropic LBM for heterogeneous CPU-GPU systems using uniform domain decomposition. They use a
load balancing model to estimate the optimal data distribution between CPU
and GPU to minimize the execution time. Performing experiments they conclude
that the overall computing time improvements with the optimal load balancing
model range from 16.2% to 82.4% compared to the CPU-only and GPU-only
configurations. Already [8] present a scalable LBM implementation for heterogeneous CPU-GPU clusters. They also decompose the domain in uniform subdomains and implement a load balancing strategy by means of which it is possible
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to specify the ratio of the subdomain that is processed by the CPU and the GPU.
With this strategy the data of a subdomain is divided based on the Y dimension,
increasing or decreasing the amount to be performed by each device. The results
of the experiments show that the performance improvement in comparison to a
GPU-only version is up to 16.22% on a cluster with a domain size 512x512x128
and a data distribution ratio equal to 20%/80% (CPU/GPU).
The use of APUs, on the other hand, turns it possible to share the same
data space between the CPU and the GPU cores and, therefore, reduce the high
overhead introduced by data transfers between both computing units in discrete
heterogeneous computing platforms where GPUs are usually connected with the
CPU through PCIe connections. [16] accelerated an image convolution filtering
algorithm on an APU partitioning the image in two pieces, one piece for the CPU
and another for the GPU, relatively to the performance of each processing unit.
They achieved performance improvements of 2.5 to 4.8 times compared to singleGPU executions. [9] evaluated the performance and efficiency of a 3D acoustic
reverse time migration application in a CPU, GPU, and an APU. They used a
domain decomposition where each OpenCL work-item applied its computations
over uniform slices of data along the z-axis. In the APU they also compare the
performance using two different data placement strategies: one on which copies
of data between CPU and GPU are made explicitly; and one on which both
computing units access the same data through a virtual memory space. They
show that the APU reduces or suppresses the CPU-GPU data transfer overhead
which could become a stronger performance bottleneck on clusters with more
than 16 nodes.

3

Lattice-Boltzmann Method

Lattice-Boltzmann Method (LBM) is a numerical method for fluid flow simulations and fluid physics modeling. The Method originated from Lattice Gas (LG)
automata, a discrete particle kinetics utilizing a discrete lattice and discrete
time [2]. It is frequently adopted as an alternative technique for computational
simulations of Fluid Dynamics instead of using discrete Navier-Stokes equations
solvers [11] or other conventional numerical schemes based on discretizations of
macroscopic continuum equations [2].
The Lattice Gas Automaton (LGA) is constructed as a simplified, fictitious molecular dynamic in which space, time, and particle velocities are all
discrete [2]. Thus, in the LBM the space, time and velocity of the particles are
also all discrete. A lattice is formed by discrete points, each one with a fixed number of discrete displacement directions and at each iteration, particles realize a
space displacement among the lattice points, enabling simulations of physical
properties of fluid flows in a simple way [11].
The LBM is an evolution of the LGA model and replaces the boolean site
populations by real numbers between 0 and 1 in LGA, representing the average
value and their time evolution controlled by a Boltzmann Equation (BE), derived from the LG model [5]. The fundamental idea of the LBM is to construct
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Fig. 1. D3Q19 lattice geometry

simplified kinetic models that incorporate the essential physics of microscopic
or mesoscopic processes so that the macroscopic averaged properties obey the
desired macroscopic equations [2].
In this paper we consider only a three-dimensional lattice structure with 18
propagation directions, as shown in Fig. 1. As the propagation can be null, one
more propagation direction is added to the eighteen directions, resulting in a
D3Q19 structure.
The possible directions of the D3Q19 model are defined by [11]:
– A static point at coordinate (0, 0, 0), where the particle has zero velocity.
The value of ωi in this case is 1/3.
– Six nearest directions (−1, 0, 0), (+1, 0, 0), (0, −1, 0), (0, +1, 0), (0, 0, −1) and
(0, 0, +1), with unity velocity and ωi = 1/18.
– Twelve diagonal line neighbors (1, 1, 0), (−1, 1, 0), (1, −1, 0), (−1, −1, 0),
(1, 0, 1), (−1, 0, 1), (1, 0, −1),
√ (−1, 0, −1), (0, 1, 1), (0, −1, 1), (0, 1, −1) and
(0, −1, −1), with velocity 2 and ωi = 1/36.
To deal with the collisions against the boundaries, a mechanism called Bounceback is used [11]. It consists in the inversion of the speed vectors directions each
time that a collision occur against static points in the boundary. This method
prevents the forces leaving, returning them to the fluid.

4

The LBM OpenCL Implementation

The OpenCL implementation of the three-dimensional (3D) Lattice-Boltzmann
method presented in our work is based on the implementation for distributed
memory architectures presented by [10]. In this study the authors presented a
two-dimensional (2D) and a 3D implementation of the LBM where the whole
LBM computation was decomposed in smaller phases that were executed sequentially over the same data, each of it depending on the computation performed
by the previous stage of computation. Each of these phases is performed in parallel by all remote nodes on different uniform subdomains (all having the same
size) resulting from the decomposition of the LBM domain in n subdomains,
where n is equal to the number of remote hosts used for the computation of
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the method. In both 2D and 3D implementations presented by the authors the
domain was decomposed in each of its dimensions and in different uniform sizes,
whose performance was subsequently analyzed to find out the most efficient
domain decomposition for each implementation.
In our work, the decomposition of the LBM computations in smaller phases
was kept, but the domain decomposition was modified. We modified the domain
decomposition so that the domain is decomposed in two subdomains, one for
each device when both are used for the computations of the LBM, and that
the proportion of data assigned to each device may be non-uniform, that is so
that they can have different sizes. In this way, it is possible to assign a smaller,
equal or greater proportion of the domain to be processed by the CPU and the
counterpart by the GPU, and vice versa. The domain proportion assignment
to the devices is performed in relation to the Z dimension of the domain and,
therefore, the subdomains have the same size in X and Y dimension (the same
as the original domain) but have different sizes in Z dimension, according to
the domain proportion chosen. For example, a domain proportion of 25% of a
domain of size 128x128x128 for the CPU and the remaining 75% of this domain
for the GPU corresponds to a subdomain of size 128x128x32 being processed by
the CPU and a subdomain of size 128x128x96 being processed by the GPU.
Figure 2 shows the main steps of the LBM OpenCL implementation algorithm. Initially, to be able to execute something in the devices of the OpenCL
platform, it is needed to create an OpenCL context using the IDs of the desired OpenCL devices. As in our case, the CPU and GPU devices will be used
to perform computations concurrently and need to share some resources, a single OpenCL context is created using both devices IDs. After the creation of
the context, for each device, it is needed to create a command queue where all
computations to be performed by the device will be enqueued.
To be able to compute the phases resulting from the LBM functional decomposition in the devices, first, it is needed to create a program object with
the source code of the phases implementation and then build (compile and link)
the program. With the program created and built, for each of the phases it is
needed to create an OpenCL kernel object, which are functions declared in the
program. This kernels are created once and enqueued countless times.
Before starting the computation of the method, it is needed to assign the
attributes of each kernel. The kernels, besides other attributes, need the address
in memory where the LBM data structures are allocated. This data structures
need to be allocated in the previously created OpenCL context so that the data
structures can be shared by both devices.
In Figure 2 we present the 5 kernels that compose the computations done by
the LBM as well as the loop that iterates over the maximum time steps (t max )
of the simulation. The initialize kernel is the first to be executed by a device
over its corresponding subdomain and is responsible for assign the initial density
values for each particle of the fluid in the subdomain. Unlike initialize kernel, the
four remaining kernels are executed t max times by a device over the subdomain.
The redistribute kernel is responsible for calculating the macroscopic density and
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Get IDs of desired OpenCL devices
Creates OpenCL context with devices’ IDs
Creates devices’ command queues
Creates and builds program object
Creates the kernels
Creates memory objects for LBM data structures
Sets devices’ kernels arguments
Enqueues initialize kernel
for Each time step do
Enqueues redistribute kernel
Enqueues propagate kernel
Enqueues bounceback kernel
Enqueues relaxation kernel
end for
Wait for all kernels to finish
Sums devices’ kernels execution times
Releases allocated memory objects

Fig. 2. Main steps of the LBM OpenCL implementation.

speed of the particles and the propagate kernel is responsible for propagating de
forces of the particles in the fluid to the neighbor points. Already the bounceback
kernel is responsible to compute the collisions of the particles against obstacles
present in the flow and against the borders of the pipe, inverting the speed
directions when collisions occur against static points. The relaxation kernel, in
turn, emulates the shock among the particles.
As each kernel must be executed in the same order that they are enqueued in
the same device’s queue, for each kernel are associated events relative to the previous kernel enqueued in the respective queue so that the execution of a kernel
only begins after completion of the execution of the previous kernel on which it
depends. Therefore, kernels enqueued in the same queue need to be executed sequentially, while kernels enqueued in different queues can be executed in parallel
and asynchronously by the respectively associated devices, with the exception
of the propagate kernel that must be executed synchronously in different queues
due to neighboring dependencies.
The events used to ensure the correct order of execution of the kernels in
a queue, at the end of the execution of the application are used to obtain the
execution time of each kernel in each device. These events store, among other
information, the moment when the execution of the kernel started as well as
when it finished. Thus, to obtain the total execution time of a kernel, the execution times of each enqueuing of the kernel in a queue are summed from the
information stored in the respective events.
In addition, two modes of memory allocation: device, in which memory is allocated in the device-visible memory space; and host, in which memory is allocated
in the host-visible memory space. In the device memory allocation mode, the
allocation is performed in the device memory by means of the clCreateBuffer()
method using only the CL MEM READ WRITE flag and passing a null pointer.
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Already in the host memory allocation mode the allocation is performed in the
host pinned memory through the clCreateBuffer() method in which, in addition
to the CL MEM READ WRITE flag, the CL MEM ALLOC HOST PTR flag
and a null pointer are still used. The latter allows the use of the same pointer
to access the data stored in memory on both the host and the devices, requiring
only a mapping of the pointer to a temporary pointer to access the memory
directly on the host without the need to perform memory copies.

5

Experimental Results

In this section, we present the results of experiments performed on an APU
using different non-uniform domain decomposition sizes in executions only in
the CPU, only in the GPU and collaboratively in the CPU and in the GPU.
5.1

Platform and Environment

The experiments were performed on a platform composed of an AMD A107870K APU that has 4 CPU cores and 8 GPU cores integrated in the same
chip, 6 GB of RAM memory and Ubuntu 14.04 (trusty) operating system with
3.13.0-149-kernel-generic. The OpenCL Software Development Kit (SDK) used
was AMDAPPSDK-3.0, the compiler was Clang 7.0, and the compilation flags O3 -march=native -mavx.
Experiments with domain sizes of 32, 64, 96 and 128 were executed. For each
domain size and mode of memory allocation (device and host), experiments were
performed only on the CPU, only on the GPU and experiments in which the
CPU and the GPU worked collaboratively. The maximum number of time steps
(t max ) was 200 and each experiment was repeated 20 times.
Each of the domain sizes experimented had an obstacle at its center in order
to hinder the flow of the fluid and increase the complexity of computing. In Figure 3 is presented a representation of a domain of size 128 and the respective
obstacle present in its center.
5.2

Performance Evaluation

Fig. 4 and Fig. 5 present the execution times of each kernel using only the
CPU device, only the GPU device and using both CPU and GPU devices with
a domain of size 128x128x128 and using device-visible memory space and hostvisible memory space, respectively. Comparing the execution times of each kernel
only in the CPU device using the device and host memory allocations modes it
is possible to observe that there is a minimum variation in the execution times
but does not affect the performance of the application. However, comparing the
execution times of the kernels only in the GPU device it is possible to observe
that with the host memory allocation mode the execution time of each kernel
practically tripled in propagate, bounceback and relaxation kernels, while in
initialize and redistribute kernels the execution time is approximately six times

Title Suppressed Due to Excessive Length

9

Fig. 3. The representation of a domain and the obstacle located at the center.

greater. As for the GPU to access the memory in host-visible memory space,
the OpenCL runtime needs to translate the address used by the GPU device to
the address used by the CPU device to handle the data, this translation harms
significantly the performance in the GPU.
Comparing the execution times of each kernel using both CPU and GPU
devices and a uniform domain decomposition with a proportion of 50% for each
device this also happens. However, in this case, while the execution times of the
initialize, redistribute and propagate are reduced by half compared with using
only the GPU, the execution times of the bounceback and relaxation kernels are
even greater than with using only the GPU device.
By analyzing the execution times of each kernel only in the CPU device, only
in the GPU device and in a collaborative way using both CPU and GPU devices
presented in Fig.4, it is possible to observe that both GPU-only and CPU+GPU
outperform the performance of the CPU-only. Despite the execution time of
propagate, bounceback, and relaxation kernels decreasing in the GPU compared
to their CPU execution times, there was an increase in initialize and redistribute
kernels.
Now, comparing the execution times of the kernels in the GPU with the
times using both CPU and GPU devices it is possible to notice that, with the
exception of the relaxation and bounceback kernels, there was a decrease in the
execution time of the other kernels. Although the relaxation kernel execution
time has increased considerably, what stands out is the significant increase in
bounceback kernel execution time. Since this kernel has similar performance on
both the CPU- and GPU-only, collaborative processing of the kernel should not
increase its execution time, at least not so abruptly.
Analyzing the execution times of each kernel only in the CPU device, only in
the GPU device and in both CPU and GPU devices with a uniform domain de-
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Fig. 4. CPU-only, GPU-only and CPU+GPU execution times of each kernel in device
memory allocation mode.

composition with a proportion of 50% for each device and using the host memory
allocation mode presented in Fig. 5 it is possible to observe that the CPU-only
outperforms both GPU-only and CPU+GPU. Although the execution times of
practically all kernels are significantly smaller in the CPU-only experiments,
with the exception of the bounceback kernel which has a slightly greater execution time compared to in GPU-only. Moreover, what is even more evident is the
dissonance between bounceback kernel execution time in CPU+GPU compared
to the CPU-only and GPU-only execution times.
Fig. 6 shows the execution times of each kernel by varying the proportion of
the domain assigned to each device, from execution only on the CPU (128 x 0),
the decrease of the relative proportion to CPU and the consecutive increase of
the ratio relative to GPU up to execution only on the GPU (0 x 128), in device
memory allocation mode. As can be seen, as the CPU proportion decreases
and the GPU proportion increases, the execution time of each kernel (with the
exception of the bounceback kernel) decreases up to the 80 x 48 proportion.
With this domain decomposition the shortest execution times were obtained for
the total execution and also for the propagate and relaxation kernels.
The variability in the execution times of the kernels shown with the use of
non-uniform domain decomposition indicates that traditional uniform domain
decomposition approaches may not efficiently exploit the computational power
of underlying architectures. In addition, uniform domain decomposition does not
consider the possibility of applications not executing efficiently in an architecture
and, thus, undermining the performance of the application as a whole, as can

Title Suppressed Due to Excessive Length

11

Fig. 5. CPU-only, GPU-only and CPU+GPU execution times of each kernel in host
memory allocation mode.

be seen in Fig. 6 where the uniform proportion at 64 x 64 does not efficiently
explore devices capabilities such as the non uniform 80 x 48 proportion does.
In addition, by looking more closely at the bounceback kernel in all nonuniform domain decomposition proportions, it is possible to observe that as
the GPU proportion increases and the CPU proportion decreases, the kernel
execution time increases considerably, and when executed only on the GPU
with no CPU proportion, the best execution time is obtained. As no different
operations are performed when the domain is decomposed but rather divided
between the devices, one hypothesis is that exists some problem with the domain,
more specifically with the obstacle into the domain.
Moreover, using a non-uniform domain decomposition where each device has
a different domain proportion for each of its kernels can further optimize application performance. An example of this can be seen in Fig. 6, where the best
execution times for the propagate and relaxation kernels are obtained with an
80 x 48 proportion, while in initialize and redistribute kernels it is obtained with
a 96 x 32 proportion and in the bounceback kernel with a 0 x 128 proportion.
Combining this different non-uniform domain decomposition that provides the
best performance for the respective kernels the performance of the application
can possibly be further improved.
Finally, Fig. 7 shows the execution times of each kernel by varying the proportion of the domain assigned to each device, from execution only in the CPU
(128 x 0), the decrease of the relative proportion of CPU and the consecutive
increase of the proportion relative to the GPU up to execution only in the GPU
(0 x 128) in host memory allocation mode. In this case, however, the propor-
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Fig. 6. Execution times of each kernel for different non-uniform subdomains using only
CPU device, only GPU device and both CPU and GPU devices and using a device
memory allocation mode.

tion of the domain performed by the devices that provided better performance
improvements was the 112 x 16 proportion. Since the GPU doesn’t have a good
performance in this memory allocation mode, this is the only proportion it is
possible to outperform the CPU-only execution. In this proportion, all kernels
(with exception of the bounceback kernel) achieve the shortest execution times.
The bounceback kernel, in turn, achieves the shortest execution time with a 0 x
128 proportion and, as well as in the device memory allocation mode, the execution time of this kernel increases significantly as the proportion of the domain
assigned to the GPU also increases.

6

Conclusion

In this work, we implemented an OpenCL Lattice-Boltzmann Method based on
a 3D model in which it is possible to decompose the domain in non-uniform
subdomains that are then assigned to each of the devices available in an APU
architecture. The LBM is also functionally decomposed so that the computations of the method over the subdomains are performed in phases, that in our
work were transformed in OpenCL kernels. In addition, two different memory
allocation modes were also implemented.
The results show that non-uniform domain decomposition can improve the
performance by efficiently exploiting the devices parallelism. When analyzing
the execution times of each kernel when both CPU and GPU devices are used
for the computations it is possible to observe that each kernel benefits from
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Fig. 7. Execution times of each kernel for different non-uniform subdomains using
only CPU device, only GPU device and both CPU and GPU devices and using a host
memory allocation mode.

different non-uniform domain decompositions in each device. This indicates that
using different non-uniform domain decomposition for each kernel on the same
device can improve the performance of the application by efficiently exploiting
the parallelism accordingly to the complexity of each kernel.
Therefore, as future works, we suggest the implementation of mixed nonuniform domain decompositions on the same device where each kernel performs
its computations over different proportions of the domain. Moreover, we also
suggest the exploitation of the HSA shared memory features present in the APU
used in our experiments to analyze if it is possible to minimize the memory access
overheads and also analyze the behavior of the kernels with different non-uniform
domain decomposition proportions for each device.
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